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Chapter 1: Introduction

» The Artificial Intelligence provides an introduction to AI which will help you to understand
the concepts behind Artificial Intelligence.

= [n this session, we will see various popular topics such as History of Al, applications of Al,
etc.

= [n today's world, technology is growing very fast, and we are getting in touch with
different new technologies day by day.




What is AI1?

» Artificial Intelligence is composed of two words
Artificial and Intelligence

» where Artificial defines "man-made,"” and intelligence defines "thinking power", hence Al
means "a man-made thinking power”. So, we can define Al as:

= "It is a branch of computer science by which we can create intelligent machines
which can behave like a human, think like humans, and able to make decisions."




Definition: A branch of computer science dealing with the simulation of intelligent behavior in computers.

Objective:

» The capability of a machine to imitate intelligent human behavior.

What are the tasks it can do:

»/ A computer system able to perform tasks that normally require human intelligence such as visual
perception, speech recognition, decision making and translation between languages.
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What is AI1?

Thinking Humanly

“The exciting new effort to make comput-
ers think . .. machines with minds, in the
full and literal sense.” (Haugeland, 1985)

“[The automation of] activities that we
associate with human thinking, activities
such as decision-making, problem solv-
ing, leamning . .." (Bellman, 1978)

Thinking Rationally
“The study of mental faculties through the

use of computational models.”
(Chamiak and McDermott, 1985)

*“The study of the computations that make

it possible to perceive, reason, and act.”
(Winston, 1992)

Acting Humanly

“The art of creating machines that per-
form functions that require intelligence
when performed by people.” (Kurzweil,
1990)

“The study of how to make computers do
things at which, at the moment, people are
better.” (Rich and Knight, 1991)

Acting Rationally

“Computational Intelligence is the study
of the design of intelligent agents.” (Poole
et al., 1998)

“Al ...is concerned with intelligent be-
havior in artifacts.” (Nilsson, 1998)

Figure 1.1

Some definitions of artificial intelligence, organized into four categories.




1)Acting humanly: The Turing Test approach
2)Thinking humanly: The cognitive modeling approach
3)Thinking rationally: The “laws of thought” approach

4)Acting rationally: The rational agent approach




1 Acting humanly: The Turing Test approach:

® The Turing Test, proposed by Alan Turing (1950), was designed to provide a satisfactory
operational definition of intelligence.

= A computer passes the test if a human interrogator, after posing some written questions, cannot
tell whether the written responses come from a person or from a computer.

® The computer would need to possess the following capabilities:
= natural language processing: to enable it to communicate successfully in English

» knowledge representation: to store what it knows or hears

automated reasoning: to use the stored information to answer questions and to draw new
conclusions

 machine learning: to adapt to new circumstances and to detect and extrapolate patterns
® To pass the total Turing Test, the computer will need
1]computer vision to perceive objects, and

2|robotics to manipulate objects and move about.




2 Thinking humanly: The cognitive modeling approach:

= A given program thinks like a human, we must have some way of determining how humans think.
We need to get inside the actual workings of human minds.

® There are three ways to do this:
1) through introspection: trying to catch our own thoughts as they go by;

2) through psychological experiments: observing a person in action; and through brain
imaging—observing the brain in action

) Once we have a sufficiently precise theory of the mind, it becomes possible to express the
theory as a computer program.




3 Thinking rationally: The “laws of thought” approach

® The Greek philosopher Aristotle was one of the first to attempt to codify “right thinking,” that is,
uirrefutable reasoning processes.

® There are two main obstacles to this approach.

= First, it is not easy to take informal knowledge and state it in the formal terms required by logical
notation, particularly when the knowledge is less than 100% certain.

= Second, there is a big difference between solving a problem “in principle” and solving it in

practice.
4xdting rationally: The rational agent approach

= An agent is just something that acts

® all computer programs do something, but computer agents are expected to do more: operate
autonomously, perceive their environment, persist over a prolonged time period, adapt to change,
and create and pursue goals.

= A rational agent is one that acts so as to achieve the best outcome or, when there 1s uncertainty,
the best expected outcome.



The State of The Art.

| = What can Al do today?

A concise answer is difficult because there are so many activities in so many subfields.
Here we sample a few applications

= Robotic vehicles
® Speech recognition
Autonomous planning and scheduling

Game playing

Spam fighting
Logistics planning

Robotics

Machine Translation




1) Robotic vehicles

» A driverless robotic car named STANLEY raced in the Mojave Desert.

» [t went 22 mph and won the 2005 DARPA Grand Challenge.

» STANLEY covered 132 miles in the race.

» [t was a Volkswagen Touareg outfitted with cameras, radar, and lasers to sense the environment
» Special software controlled its steering, braking, and speed.

> In 2006, CMU’s(Carnegie Mellon University) BOSS won the Urban Challenge, safely driving
in traffic through the streets of a closed Air Force base

» [t followed traffic rules and avoided pedestrians and other vehicles.
2) Speech recognition

= A traveler can call United Airlines to book a flight and have their entire conversation managed
by an automated system that recognizes speech and manages the dialogue.

» This system guides the traveler through the booking process, answering questions and
providing options without the need for a human operator.



3) Autonomous planning and scheduling

= NASA's Remote Agent program became the first on-board autonomous planning program to control the
scheduling of operations for a spacecraft.

- Remote Agent: This was the first program that could generate plans for a spacecraft based on goals set by
people on the ground. It could also monitor those plans, fix problems if they happened, and adjust
accordingly.

- MAPGEN: This is a follow-up program that helps NASA’s Mars Rovers plan their daily tasks.

- MEXAR2: This program was used by the European Space Agency for planning both the logistics and
science tasks for the Mars Express mission in 2008.

4) Game playing

= [BM’s DEEP BLUE became the first computer program to defeat the world champion in a chess match

= [BM’s DEEP BLUE made history in 1997 by defeating world chess champion Garry Kasparov in an exhibition
match, winning 3.5 to 2.5

® Kasparov said that he felt a “new kind of intelligence” across the board from him.
= Newsweek magazine described the match as “The brain’s last stand.”

= The value of IBM’s stock increased by $18 billion.




5) Spam fighting:

= Every day, learning algorithms sort through over a billion messages to identify spam.

® This saves users from spending time deleting what could be 80% or 90% of their emails.

= Spammers constantly change their methods, making it hard for fixed rules to keep up. Learning algorithms can
adapt and respond to these changes in real time

® ] earning algorithms are better because they can learn from new patterns, adapting to find and block new types of
spam effectively.

6) Logistics planning:

® The Dynamic Analysis and Replanning Tool (DART) was used to automate logistics planning for U.S. military
operations during the Persian Gulf crisis.

® This involved up to 50,000 vehicles, cargo, and people at a time, It had to consider where everything was starting
from, where it needed to go, the best routes, and how to solve any conflicts.

® This Al tool created a complete plan in just a few hours, which would have taken weeks with older methods.

® The Defense Advanced Research Project Agency (DARPA) noted that this tool alone made their long-term
investment in AI worthwhile.

7) Robotics:

= jRobot Corporation has sold more than two million Roomba robotic vacuum cleaners for homes.

=

They also use a tougher robot called PackBot in Iraq and Afghanistan to deal with dangerous materials,
clear explosives, and find where snipers are located.



8) Machine Translation
= A computer program automatically translates from Arabic to English

= None of the computer scientists on the team speak Arabic, but they do understand statistics and machine
learning algorithms.

= The model was trained on a large corpus of 2 trillion words, sourced from both Arabic-to-English
translations and English text to build a robust statistical framework.




Chapter 2:Intelligent Agents
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AGENTS AND ENVIRONMENTS

= An agent is any entity capable of perceiving its environment using sensors and acting upon
it using actuators. This simple idea is illustrated in Figure 2.1
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Figure 2.1  Agents interact with environments through sensors and actuators.




Human agents use senses like eyes and ears (sensors), and limbs (actuators). Robotic agents use
cameras and motors for similar functions

A software agent receives keystrokes, file contents, and network packets as sensory inputs and
acts on the environment by displaying on the screen, writing files, and sending network packets.

A percept refers to the sensory input an agent receives at a given moment from its environment. It
could be data from sensors, network packets, or other stimuli.

The percept sequence is the complete history of all the percepts an agent has ever experienced. It
~forms the basis for the agent's decision-making.

An agent’s behaviour is described by the agent function AGENT FUNCTION that maps any
given percept sequence to an action

Constructing an agent function involves creating a table of all possible percept sequences and the
actions they trigger, which can grow infinitely without limits on percept length

The agent function 1s an abstract mathematical description; the agent program is a concrete
implementation, running within some physical system.



Figure 2.2

A vacuum-cleaner world with just two locations.
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Figure 2.3

Partial tabulation of a simple agent function for the vacuum-cleaner world
shown in Figure 2.2




The vacuum-cleaner world serves as a classic example of a simple agent function in artificial
intelligence.

In this two-square environment, the vacuum agent perceives whether there 1s dirt in its current
location (A or B) and makes decisions based on this percept.

The agent has a limited set of actions: it can move left, move right, suck up the dirt, or choose
to do nothing.

A simple agent function in this case might be: "if the current square is dirty, suck it up;
otherwise, move to the other square."

This decision-making process can be represented in a table that maps percepts (such as "square
A 1s dirty") to actions ("suck")

A partial tabulation of this agent function is shown in Figure 2.3



GOOD BEHAVIOR: THE CONCEPT OF
RATIONALITY

= A rational agent 1s defined as one that consistently makes the "right" decisions based on the
information it has.

® To measure how well the agent is doing, we use something called a performance measure.

This 1s a way to evaluate the different stages the environment goes through to see if they are
good or bad.

1) Rationality

2) Omniscience, learning, and autonomy




What 1s Rationality in Agents?

Rationality means making the best possible decision based on what the agent knows and its goal.
Key elements for rationality:

*Performance Measure: How success is scored (e.g., how many squares are clean).
*Knowledge: What the agent knows about its environment.

*Sensors & Actuators: What the agent can sense and do (e.g., detect dirt, move).




Rationality

» The rationality of an agent depends on 4 factors:

¢ The performance measure that defines the criterion of success.
¢ The agent’s prior knowledge of the environment.

¢ The actions that the agent can perform.

*+ The agent’s percept sequence to date.

» DEFINITION OF A This leads to a definition of a rational agent:

For each possible percept sequence, a rational agent should select an action that is ex-
pected to maximize its performance measure, given the evidence provided by the percept
sequence and whatever built-in knowledge the agent has.




Consider the simple vacuum-cleaner agent that cleans a square if it 1s dirty and moves to the other
square 1f not

Is this a rational agent?

That depends! First, we need to say what the performance measure is, what 1s known about the
environment, and what sensors and actuators the agent has. Let us assume the following:

For this agent, performance i1s measured by how many squares it cleans over 1000 steps.

Goal: Clean dirty squares and move to other squares if clean.

Performance Measure: The agent earns points for each clean square over 1000 steps.
What It Knows: The layout of the environment, but not where dirt or the agent starts.
Actions: Move left, move right, or suck dirt.

In a known environment, even without knowing the initial dirt distribution or its own starting
location, the vacuum-cleaner can be rational if it acts optimally based on its perceptions,
available actions, and the goal of cleaning squares efficiently.

One can see easily that the same agent would be irrational under different circumstances.

For example, once all the dirt 1s cleaned up, the agent will oscillate needlessly back and forth; if
the performance measure includes a penalty of one point for each movement left or right, the agent
will fare poor. If clean squares can become dirty again, the agent should occasionally check and
re-clean them if needed



2.2.2 Omniscience, learning, and autonomy

= Rationality vs. Omniscience:

Omniscience means knowing the actual outcome of every action (like predicting the future),
but it's impossible in real life.

Rationality 1s about making the best possible decision based on what you know so far. It
doesn’t require knowing everything.

= An omniscient agent knows the acfual outcome of its actions and can act accordingly; but
- omuniscience 1s impossible 1n reality.

= (Consider the following example:

= | am walking along the Champs Elyse's one day and I see an old friend across the street. There
1s no traffic nearby and I'm not otherwise engaged, so, being rational, I start to cross the street.
Meanwhile, at 33,000 feet, a cargo door falls off a passing airliner,2 and before I make it to the
other side of the street I am flattened. Was I irrational to cross the street?

= This example shows that rationality is not the same as perfection. Rationality maximizes
expected performance, while perfection maximizes actual performance.



A rational agent should gather information (like "looking" for traffic) before acting to reduce
risk and improve outcomes.

Rational agents should take actions that help them learn more about their environment to make
better decisions.

For example, a vacuum-cleaning agent should explore unknown areas to clean more effectively.

A rational agent can learn from new experiences, adjusting its actions as it gains more
knowledge.

To the extent that an agent relies on the prior knowledge of its designer rather than
AUTONOMY on its own percepts, we say that the agent lacks autonomy. A rational agent
should be autonomous—it should learn what it can to compensate for partial or incorrect prior
knowledge.

Autonomy means the agent becomes independent of the designer’s instructions over time.

A fully autonomous vacuum agent would predict where dirt appears and clean accordingly.



THE NATURE OF ENVIRONMENTS

| = Now that we have a definition of rationality, we are ready to think about building rational
agents. First, however, we must think about task environments

= A task environment is the problem the agent 1s designed to solve.
= Rational agents are the solutions to these problems.
= To build a rational agent, we must first clearly define the task environment.

= The task environment dictates how the agent should be designed to perform effectively

= Task environments come in different types or "flavors".

= The type of environment directly impacts the design and behavior of the agent




2.3.1 Specitying the task environment
= [n our discussion of the rationality of the simple vacuum-cleaner agent, we had to specify
the performance measure, the environment, and the agent’s actuators and sensors.

= We group all these under the heading of the task environment. For the acronymically
minded, we call PEAS this the PEAS (Performance, Environment, Actuators, Sensors)
description.

® The vacuum world was a simple example; let us consider a more complex problem: an
automated taxi driver.

» Figure 2.4 summarizes the PEAS description for the taxi’s task environment.

Agent Type Performance Environment Actuators Sensors
Measure
Taxi driver Safe, fast, legal, Roads, other Steering, Cameras, sonar,
comfortable trip, traffic, accelerator, speedometer,
maximize profits pedestrians, brake, signal, GPS, odometer,
customers horn, display accelerometer,
engine sensors,
keyboard

Figure 2.4  PEAS description of the task environment for an automated taxi.




1) what is the performance measure to which we would like our automated driver to aspire?

1) getting to the correct destination;
2) minimizing fuel consumption and wear and tear;
3) minimizing the trip time or cost;

4) minimizing violations of traffic laws and disturbances to other drivers; maximizing safety
and passenger comfort;

5) maximizing profits.

= some of these goals conflict, so tradeoffs will be required. For example, speeding to save time may
increase fuel use or violate traffic laws, so careful tradeoffs are necessary

Next, what is the driving environment that the taxi will face?

= Any taxi driver must deal with a variety of roads, ranging from rural lanes and urban alleys to 12-
lane freeways.

= The taxi must navigate around (Challenges)
Traffic (other cars, trucks)

Pedestrians and animals

Obstacles like roadwork's, potholes, and puddles

Emergency vehicles like police cars




= The taxi must interact with both potential passengers (picking them up) and actual passengers
(ensuring a smooth trip).

3) Actuators (Controls):
= The automated taxi needs the same controls as a human driver

Accelerator: control over the engine
Steering: To navigate the vehicle
Brakes: To stop safely

» Additional features:

isplay screen or voice synthesizer: To communicate with passengers

Communication with other vehicles: Possibly to interact politely (or not) with other drivers.




4) Sensors (Inputs):
» The taxi needs sensors to understand its surroundings:

= Cameras: To see the road ahead
= Infrared/Sonar sensors: To detect distances from other cars and obstacles
= Speedometer: To monitor speed and avoid tickets
= Accelerometer: To control the car on curves
= Engine and system sensors: To track fuel, engine, and electrical status
= GPS: To navigate and avoid getting lost
» Keyboard/Microphone: So passengers can input their destination

» Softbots are special programs that work in complex areas like the Internet.

= Take a softbot that collects news: it must be able to understand language, learn the preferences of
users and advertisers, and adjust its actions if a news source stops working or if a new one
becomes available.

» The Internet is intricate, with many different types of users and programs interacting with each
other.



2.3.2 Properties of task environments

Agent Type Performance Environment Actuators Sensors
Measure
Maedical Healthy patient, Patient, hospital, Display of Keyboard entry
diagnosis system reduced costs staff questions, tests, of symptoms,
diagnoses, findings, patient’s
treatments, answers
refemals

Satellite image

Correct image

Downlink from

Display of scene

Color pixel

analysis system categorization orbiting satellite categorization amays
Part-picking Percentage of Conveyor belt Jointed arm and Camera, joint
robot parts in correct with parts; bins hand angle sensors
bins
Refinery Purity, yield, Refinery, Valves, pumps, Temperature,
controller safety operators heaters, displays pressure,
chemical sensors

Interactive Student’s score Set of students, Display of Keyboard entry
English tutor on test testing agency exercises,

suggestions,

corrections

Figure 2.5

Examples of agent types and their PEAS descriptions.




Properties of task environments

Fully observable vs. partially observable:

= [fan agent’s sensors give it access to the complete state of the environment at each point in
time, then we say that the task environment is fully observable.

» A task environment is effectively fully observable if the sensors detect all aspects that are
relevant to the choice of action Fully observable environments are convenient because the
agent need not maintain any internal state to keep track of the world.

= An environment might be partially observable because of noisy and inaccurate sensors or
because parts of the state are simply missing from the sensor data

» for example, a vacuum agent with only a local dirt sensor cannot tell whether there is dirt
in other squares, and an automated taxi cannot see what other drivers are thinking. If the
agent has no sensors at all then the environment is unobservable.




Single agent vs. multiagent

» For example, an agent solving a crossword puzzle by itself is clearly in a single-agent
environment, whereas an agent playing chess is in a two agent environment.

» [n chess, the opponent entity B is trying to maximize its performance measure, which, by the
rules of chess, minimizes agent A’s performance measure. Thus, chess is a competitive
multiagent environment.

» [n the taxi-driving environment, on the other hand, avoiding collisions maximizes the
performance measure of all agents, so it is a partially cooperative multiagent environment.

® [n some competitive environments, randomized behavior is rational because it avoids the
pitfalls of predictability.

Deterministic vs. stochastic.

» [f the next state of the environment 1s completely determined by the current state and the
action executed by the agent, then we say the environment is deterministic; otherwise, it is
stochastic

» We say environment is uncertain if it is not fully observable or not deterministic.




= A nondeterministic environment is one in which actions are characterized by their possible
outcomes, but no probabilities are attached to them.

Episodic vs. sequential:

= [n an episodic task environment, the agent’s experience is divided into atomic episodes.
» [n each episode the agent receives a percept and then performs a single action.

= (Crucially, the next episode does not depend on the actions taken in previous episodes. Many
classification tasks are episodic.

= |n sequential environments, on the other hand, the current decision could affect all future
decisions.3 Chess and taxi driving are sequential

Static vs. dynamic

» [f the environment can change while an agent is deliberating, then we say the environment is
dynamic for that agent; otherwise, it 1s static.

= [f the environment itself does not change with the passage of time but the agent’s performance
score does, then we say the environment 1s semidynamic




Discrete vs. continuous

| = The discrete/continuous distinction applies to the szafe of the environment, to the way fime 1s
handled, and to the percepts and actions of the agent.

Known vs. unknown

= [n a known environment, the outcomes for all actions are given. Obviously, if the environment is
unknown, the agent will have to learn how it works in order to make good decisions.

Task Environment Observable Agents Deterministic Episodic  Static Discrete
Crossword puzzle Fully Single Deterministic Sequential  Static Discrete
Chess with a clock Fully Multi Deterministic Sequential  Semi Discrete
Poker Partially Multi  Stochastic  Sequential  Static Discrete
Backgammon Fully Multi  Stochastic  Sequential  Static Discrete
Taxi driving Partially Multi  Stochastic  Sequential Dynamic Continuous
Medical diagnosis Partially  Single Stochastic Sequential Dynamic Continuous
Image analysis Fully Single Deterministic Episodic  Semi  Continuous
Part-picking robot Partially Single Stochastic  Episodic Dynamic Continuous
Refinery controller Partially Single Stochastic  Sequential Dynamic Continuous
Interactive English tutor Partially Multi  Stochastic  Sequential Dynamic  Discrete
Figure 2.6  Examples of task environments and their characteristics.




» When evaluating an agent, like a simulated taxi driver, 1t’s important to test it in multiple
scenarios that vary in traffic, lighting, and weather conditions.

» [f we only design the agent for a single situation, it might perform well in that specific
case but could struggle in different situations.

= By testing in a range of environments, we can develop a more robust agent that performs
well across various conditions, rather than one that only excels in a limited context.




THE STRUCTURE OF AGENTS

= Now, we need to look at the inner workings of agents, specifically how they are programmed.

» The goal of Al is to create an agent program that translates percepts (the information an agent
receives) into actions.

» This program will run on a computing system, which we refer to as the architecture.

= [n simple terms, we can think of an agent as the combination of its architecture and its
program:
agent = architecture + program.




2.4.1 Agent programs

| » The agent programs that we design in this book all have the same skeleton
» they take the current percept as input from the sensors and return an action to the actuators.

= The agent program takes just the current percept as input because nothing more 1s available
from the environment

» f the agent’s actions need to depend on the entire percept sequence, the agent will have to
remember the precepts.

function TABLE-DRIVEN-AGENT( percept ) returns an action
persistent: percepls, a sequence, initially empty
table, a table of actions, indexed by percept sequences, initially fully specified

append percept to the end of percepts
action «— LOOKUP( percepts, table)
return action

00— |
Figure 2.7 The TABLE-DRIVEN-AGENT program is invoked for each new percept and

returns an action each time. It retains the complete percept sequence in memory.




2.4.1 Agent programs

» We describe the agent programs in the simple pseudocode language that 1s defined in
Appendix B.

= A simple agent program keeps track of what it sees (its percepts) and uses that information
to decide what to do next by looking it up in a table.

» When it gets a new input, it checks the table to find the right action based on its past
experiences.

» method is easy to understand but can get complicated if there are too many possible inputs
and actions.

® we as designers must construct a table that contains the appropriate action for every
possible percept sequence.




the table-driven approach to agent construction is doomed to failure.

Let P be the set of possible percepts and let T be the lifetime of the agent (the total number of
percepts it will receive).

The lookup table will contain th: 1 |P|t:s.

Consider the automated taxi: the visual input from a single camera comes in at the rate of roughly
27 megabytes per second

This gives a lookup table with over 107250,000,000,000 entries for an hour’s driving.
The daunting size of these tables(size if table is challenging )bcz of 4 reason
(a)physical agent in this universe will have the space to store the table

(b) the designer would not have time to create the table,

(c) no agent could ever learn all the right table entries from its experience, and

(d) even if the environment is simple enough to yield a feasible table size, the designer still
has no guidance about how to fill in the table entries.



® There are four types of agent programs that show the basic ideas behind most intelligent
systems.

» Simple reflex agents

* Model-based reflex agents
* Goal-based agents

e Utility-based agents

1) Simple reflex agents

» [t’s a simplest kind of agent. These agents select actions on the basis of the current percept,
ignoring the rest of the percept history.

= For example, the vacuum agent whose agent function is tabulated in Figure 2.3 is a
simple reflex agent, because its decision is based only on the current location and on
whether that location contains dirt.

»  Agent program for this agent is shown in Figure 2.8.




= Notice that The vacuum agent program is much simpler than a lookup table because it does not
need to consider the entire history of the environment's percept's.

» This reduction cuts the possible states from 4T (T = time steps) to just 4 (based on the current
state of the environment).

» Another simplification comes from the fact that when a square 1s dirty, the agent’s action
(clean) does not depend on its current location.

» An agent program for this agent is shown in Figure 2.8.

function REFLEX-VACUUM-AGENT([location,status]) returns an action

if status = Dirty then return Suck
else if location = A then return Right
else if location = B then return Left

Figure 2.8 The agent program for a simple reflex agent in the two-state vacuum environ-
ment. This program implements the agent function tabulated in Figure 2.3.




Let us explain the concept of condition—action rules in the context of a simple reflex agent, using
the example of an automated taxi driver.

Reflex behaviors are not limited to simple or static environments like a vacuum cleaner agent.
They can also operate in more complex, dynamic environments, such as when driving a car.

In the case of an automated taxi, the agent (or driver) observes the environment using sensors.

For instance, if the car in front brakes and its brake lights illuminate, the taxi's sensors detect this.
The visual input (brake lights) triggers a condition—action rule, which directly connects the
- perceived condition ("the car in front is braking") to an appropriate action ("initiate braking").

A condition—action rule, also called a rule-based behaviour,
operates on a simple "if-then' logic:

Condition: If the car in front is braking.

Action: Then initiate braking.

These rules do not require extensive reasoning or memory; the agent reacts purely based on its
current percept, which makes the response fast and efficient.



= Figure 2.9 gives the structure of this general program in schematic form, it shows how the
condition—action rules allow the agent to make the connection from percept to action.

,‘ » We use rectangles to denote the current internal state of the agent’s decision process, and ovals to
represent the background information used in the process.

® The agent program, which is also very simple, is shown in Figure 2.10.

Agent Sﬂ;"“ a
What the world
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Figure 2.9  Schematic diagram of a simple reflex agent.




function SIMPLE-REFLEX-AGENT( percept) returns an action
persistent: rules, a set of condition—action rules

state « INTERPRET-INPUT( percept)
rule «— RULE-MATCH(state, rules)
action «— rule.,ACTION

return aclion

Figure 2.10 A simple reflex agent. It acts according to a rule whose condition matches
the current state, as defined by the percept.




2) Model-based reflex agents

= [n today's session we will see the concept of model-based agents, Particularly, how they
handle partial observability by maintaining an internal state.

» The most effective way to handle partial observability is for the agent to keep track of the
world it can’t see now.

= To handle partial observability, the agent maintains an internal state—a memory of the
percept history that helps it infer unobserved parts of the environment.

= [n the context of the braking problem, this internal state might include the previous camera
frame to detect when the brake lights of the car in front turn on or off simultaneously.

= For more complex driving tasks, such as changing lanes, the agent needs to track where other
cars are, even 1f they are not visible at the moment. Similarly, it might need to remember
where its keys are to drive effectively.




=» Updating the Internal State:
» The agent updates its internal state based on two types of knowledge:

= How the world evolves independently of the agent: For example, an overtaking car
generally moves closer over time.

= How the agent's actions affect the world: For example, turning the steering wheel
clockwise makes the car turn right. Driving north on a highway for five minutes generally
means the agent is five miles farther north.

» The agent program is shown 1n Figure 2.12.
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Figure 2.11 A model-based reflex agent.




function MODEL-BASED-REFLEX-AGENT( percept) returns an action
persistent: state, the agent’s current conception of the world state
model, a description of how the next state depends on current state and action

rules, a set of condition—action rules
action, the most recent action, initially none

state «— UPDATE-STATE(stale, action, percept, model)
rule «— RULE-MATCH(slate, rules)

action «— rule. ACTION

return action

Figure 2.12 A model-based reflex agent. It keeps track of the current state of the world,
using an internal model. It then chooses an action in the same way as the reflex agent.




Goal-based agents

= the goal-based agents are designed to make decisions not just based on the current state of
the environment but also based on specific goals they need to achieve.

= For example, at a road junction, a taxi agent must decide whether to turn left, turn right, or
go straight,

» But the correct choice depends on its goal—such as reaching a passenger’s destination.

= |n this case, the agent needs to combine its current state information with goal
information (like the destination) to make appropriate decisions.

= A goal is a description of a desired outcome or state, such as arriving at a specific location.

= Figure 2.13 shows the goal-based structure.




Sometimes goal-based action selection 1s straightforward—for example, when goal satisfaction
results immediately from a single action. Sometimes it will be more tricky

For example, when the agent has to consider long sequences of twists and turns in order to find
a to achieve the goal.

The whole technique of the goal-based agent to reach a goal or a final state is based on
searching and planning.

Search and planning are the subfields of Al devoted to finding action sequences that achieve
the agent’s goals.

The agent uses a model of the world, just as in a model-based reflex agent, to predict the
consequences of its actions and choose those that will achieve its goal.

In contrast to reflex agents, goal-based agents consider the future: “What will happen if I take
this action?” and “Will this action help me achieve my goal?”

The goal-based agent’s behavior can easily be changed to go to a different destination, simply
by specifying that destination as the goal. The reflex agent’s rules for when to turn and when to
go straight will work only for a single destination; they must all be replaced to somewhere new.
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Figure 2.13 A model-based, goal-based agent. It keeps track of the world state as well as
a set of goals it is trying to achieve, and chooses an action that will (eventually) lead to the
achievement of its goals.




Utility-based agents

,‘ = Goals alone are not enough to generate high-quality behavior in most environments.

» For example, many action sequences will get the taxi to its destination (thereby achieving the
/ goal) but some are quicker, safer, more reliable, or cheaper than others.
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Figure 2.14 A model-based, utility-based agent. It uses a model of the world, along with
a utility function that measures its preferences among states of the world. Then it chooses the
action that leads to the best expected utility, where expected utility is computed by averaging
over all possible outcome states, weighted by the probability of the outcome.







